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SUMMARY. Longitudinal data modeling is complicated by the necessity to deal appropriately with the 
correlation between observations made on the same individual. Building on an earlier nonrobust version 
proposed by Heagerty (1999, Biometrics 55, 688-698), our robust marginally specified generalized linear 
mixed model (ROBMS-GLMM) provides an effective method for dealing with such data. This model is 
one of the first to allow both population-averaged and individual-specific inference. As well, it adopts the 
flexibility and interpretability of generalized linear mixed models for introducing dependence but builds 
a regression structure for the marginal mean, allowing valid application with time-dependent (exogenous) 
and time-independent covariates. These new estimators are obtained as solutions of a robustified likelihood 
equation involving Huber's least favorable distribution and a collection of weights. Huber's least favorable 
distribution produces estimates that are resistant to certain deviations from the random effects distributional 
assumptions. Innovative weighting strategies enable the ROBMS-GLMM to perform well when faced with 
outlying observations both in the response and covariates. We illustrate the methodology with an analysis of 
a prospective longitudinal study of laryngoscopic endotracheal intubation, a skill that numerous health-care 
professionals are expected to acquire. The principal goal of our research is to achieve robust inference in 
longitudinal analyses. 
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1. Introduction 

Laryngoscopic endotracheal intubation (LEI) is a potentially 
life-saving procedure in which numerous health-care profes- 
sionals are trained and expected to be competent. Unfortu- 
nately, there is little information to indicate the amount of 
training required or what signifies true competence in LEI. 
As it is, training programs for personnel such as paramedics 
and respiratory therapists are arbitrary and potentially in- 
adequate. This is a concern given the critical importance of 
good airway management. 

Data from a prospective longitudinal study of novice endo- 
tracheal intubators directed by Dr Orlando Hung of the De- 
partment of Anesthesia, Dalhousie University, is examined. 
The goal is to identify features of the process of LEI that 
are predictive of a successful LEI. These features are entered 
as covariates into the proposed model, and interest is in how 
the performance of a successful LEI changes across various 
subsets of the population. 

Effective modeling of longitudinal data is complicated by 
the necessity of dealing appropriately with the correlation be- 
tween observations made on the same individual. In most lon- 

gitudinal studies, this correlation is regarded as a nuisance 
factor that must be taken into account in order to make valid 
statistical inferences. The goals of the LEI study, e.g., do not 
include quantification of the within-individual correlation but 
rather identification of the most critical factors of the LEI 
process so that we might improve the success rates of various 
medical personnel. 

In essence, there are three basic approaches to modeling 
longitudinal data, i.e., marginal, generalized linear mixed (la- 
tent variable), and response conditional (transition), with the 
substantive aims of analysis dictating the choice of the model. 
Each of these approaches models the within-individual corre- 
lation differently and as a result achieves different objectives. 
Our motivating application requires a model for the marginal 
mean, and consequently, our focus is on robustifying methods 
directed toward estimation of this target. 

A complete examination of the merits and limitations of 
both marginal models and GLMMs for handling longitudi- 
nal data provides motivation for a new modeling approach 
(Heagerty and Zeger, 2000). For a more detailed discussion, 
see Chapters 2 and 3 of Mills (2000). This new model should 
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handle both time-dependent and time-independent covariates 
while at the same time allowing individual as well as popula- 
tion-averaged inferences. Such a model, originally designed for 
longitudinal binary data, was proposed by Heagerty (1999). 
His marginally specified generalized linear mixed model (MS- 
GLMM) presents an alternative parameterization for the 
GLMM, in which the marginal mean rather than the condi- 
tional mean given random effects, is regressed on covariates. 
Basically, the MS-GLMM separates the mean model from the 
correlation model by first assuming a regression model for the 
marginal mean and then by assuming that correlation among 
response variables is attributable to unobserved latent vari- 
ables. 

Our ROBMS-GLMM, built upon Heagerty’s model, pro- 
vides estimates of the parameters of interest while simulta- 
neously assessing the fit of the model to the data. In many 
real-life problems, a significant portion of the data may be 
contaminated, up to 10% in medical studies (Hampel et al., 
1986), for example. Such contamination may be due to data 
errors or incorrect inclusion of information not stemming from 
the target population. This contamination is a fact of life, and 
the ROBMS-GLMM provides an effective way of dealing with 
it. Not only does it possess the ability to check that likelihood 
estimation has not been unduly influenced by a few extreme 
observations but it is also able to identify and analyze the 
applicable portion of the data; i.e., if outliers are present or 
model assumptions violated, the ROBMS-GLMM estimates 
characteristics associated with the bulk of the data, conse- 
quently reducing the influence of aberrant observations. The 
ROBMS-GLMM includes weighting strategies to  handle out- 
lying observations both in the response and covariates. Hu- 
ber’s least favorable distribution (Huber, 1981) is introduced 
to make the ROBMS-GLMM less sensitive to certain vio- 
lations of the latent variable distributional assumptions. By 
changing the tuning constants defining the ROBMS-GLMM, 
we can fit models with varying degrees of robustness. Close 
agreement of the estimates across a range of tuning constants 
usually suggests little, if any, contamination is present. The 
MS-GLMM in fact becomes a special case of the ROBMS- 
GLMM, obtained by setting tuning constants appropriately. 

In Section 2, we describe the ROBMS-GLMM and demon- 
strate its robustness to various types of contamination. In 
Section 3, we illustrate the methodology with an analysis of 
the LEI data. Conclusions and directions for further research 
are given in Section 4. 

2. The ROBMS-GLMM 
We begin with a description of the model and the data. Con- 
sider the response Y and set of predictors X ,  where ni re- 
peated measurements were taken on each individual i. 

0 The response is denoted Y = {Yl, . . . , Y N } ,  where N 
represents the number of individuals. The response for 
each individual i is x = (yZ1, .  . . , Y&,)T, where yi j  is 
the response at time j for individual i .  In general, ni 
may not equal nj for all i # j and therefore Y is not 
a matrix. In longitudinal studies, Yi is considered to  be 
the natural experimental unit as opposed to Yij. 

0 For each individual i ,  X i  represents an ni x p matrix of p 
predictors. The elements of X i ,  X i j p ,  represent the j t h  
observation of predictor p on individual i. 

A mixed model likelihood for such data can be obtained by 
specifying two models: a model for the distribution of Yi con- 
ditional on a vector of unobserved latent variables, or random 
effects, bi = (bil,  . . . , bini)T, and a model for the population 
distribution of random effects. Covariates X i  can be accom- 
modated by conditioning on them at each level of the hierar- 
chical model as [yZ I bi,  X i ]  and [bi I X i ] .  With the assumption 
that the observations (%I, &, . . . , x,,) are conditionally in- 
dependent given bi,  the likelihood is obtained as 

L i (0 )  = pre(Yi I X i )  

where t9 is a parameter vector that characterizes the distribu- 
tion of [yZ I X i ]  or equivalently characterizes the distributions 
of both [Yi I bi ,Xi]  and [bi I X i ] .  

The parameter vector t9 is typically partitioned into a gener- 
alized linear model regression coefficient, p, that models aver- 
ages of Yij as a function of covariates and a vector of variance 
components, a,  that characterize the distribution of random 
effects bi. GLMMs adopt a generalized linear model for the 
conditional mean, pij = E(Y,j I bi ,Xi ) .  Alternatively, the 
MS-GLMM adopts a generalized linear model for the marginal 
mean pij = E ( X j  I X i )  while still modeling p i j .  

A marginal regression model describes variation in the 
mean, pij = E(Yij I X i ) ,  as a function of measured covariates, 

where Xi j  represents the j t h  observation on individual i (a 
1 x p matrix of predictors (p)).To model p i j ,  we note that 
Eb(pb.) = p i j .  This correspondence between the marginal and 
conditional means can also be expressed via the convolution 
equation (also referred to as the integral equation), 

23 

where upon taking h(z)  = g-l(z)  as the inverse link function, 
g(p i j )  = X i j p ,  and g(&)  = Aij + bi j ,  we arrive at 

h(XijP)  = / h ( A i j  + b i j ) fa (b i j  I Xi)dbij, (2) 

which can be solved for Aij. 
In this approach, the mixed model is used primarily as a 

parsimonious mechanism for modeling the multivariate de- 
pendence structure. The assumption of an under1 ing mixed 
model is given by the conditional mean model g ( & )  = Aij + 
b i j ,  where the parameter Aij  is determined from (p, a )  as the 
solution to the convolution equation. 
2.1 Random Effects Distributional Assumptions 
We first consider how to protect against violations of the 
random effects (latent variable) distributional assumptions. 
Commonly, the random effects [bi I X i ]  are assumed to follow 
a unit spherical multivariate Gaussian distribution with bi 
being a linear transformation of a possibly lower dimensional 
random effect, bi = Cizi, for an  ni x q matrix Ci and 
zi E Rq spherically normal, zi N & ( z i ) ,  To achieve our 
goal of robustness, we use Huber’s least favorable distribution 
for scale (4:) in place of the Gaussian distribution, where 
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l - E e x p  (-;) if IzI 5 k ,  { 5 exp (-:I [h] otherwise. 
#H(4 = k2 (3) 

Huber’s least favorable distribution for scale is normal in the 
middle, behaves like a t-distribution with k d.f. in the tails, 
and consequently downweights the influence of extremes. It 
does so by allowing longer tails, which is a typical type of 
deviation. This makes outliers less unlikely under the model 
so that their effect on the parameter estimates is reduced. t 
represents the amount (%) of contamination that is allowed. 
Choices for e ,  k pairs are given in Huber (1981). A reasonably 
efficient choice (89% efficiency at the normal model) is t = 
0.005 and k = 2.46. Note that Huber’s least favorable density 
appears in both the likelihood and the convolution equation. 
Our mixed model is now comprised of the marginal regression 
model, g(p i j )  = X,P, the conditional assumption g ( p i j )  = 
A,j +bi j ,  and the distributional assumptions #(xi). For this 
model, the parameters are 6’ = @,a) and the observed data 
likelihood (1) for subject i can be written 

b 

Heagerty and Kurland (2000) helped establish the need 
for our ROBMS-GLMM by examining the performance 
of the MS-GLMM for scenarios in which the marginal 
mean regression models were correctly specified but where 
the distributional assumptions for the random effects were 
wrongly specified. They found that MLEs of /3 may contain 
modest bias if the dependence (random effects) assumptions 
are grossly violated. Final recommendations suggested that 
careful attention should be given to the random effects model 
assumptions when using MS-GLMMs for regression inference 
with longitudinal data. Our ROBMS-GLMM automates this 
task, making f i  less sensitive to violations of the random 
effects distributional assumptions. 

If we set k = 00 and E = 0, 4r becomes the unit spheric- 
al multivariate Gaussian density and likelihood (4) corre- 
sponds exactly to Heagerty’s MS-GLMM, thereby yielding 
the classical maximum-likelihood estimates. 

One of the most commonly used MS-GLMMs for 
longitudinal binary data is the marginally specified logistic- 
normal model with random intercepts. It assumes bij = bio - 
N(0,a2) ,  allowing us to write bij = (TZ, where z N 4. With 
Yij’s that take on values zero or one, 

g(p i j )  = logitP(Yij = 1 I X i j )  = Xi# 

and 

g (&) = logitP(Kj = 1 1 b i ,X i j )  = Aij + bij. ( 5 )  

In this case, the ROBMS-GLMM yields a robustified 
likelihood for individual i of the form 

x 4 H ( z ) d z ,  (6) 

where h = 9-l = logit-’. The corresponding convolution 
equation (2) is 

We are particularly interested in modeling longitudinal binary 
data, with the LEI data being one example. Consequently, we 
now restrict our attention to model (6), referring to it as the 
robust marginally specified logistic-normal model, while still 
recognizing that our conclusions can be generalized back to 
model (4). 

2.2 Outlying Observations an the Covariates 
Having now robustified against violations of the random 
effects distributional assumptions, there are still ways to 
further improve the model. Specifically, we are concerned with 
the estimation of P and how it may be impacted by deviations 
from the model assumptions. 

Hampel et al. (1986) established the influence function (IF) 
as a useful way of characterizing the effects of deviations from 
the model distribution on the corresponding estimates. They 
went further to deem an estimator nonrobust if it has an 
unbounded IF. M-estimators have IF proportional to their 
score functions. Consequently, proving that an M-estimator’s 
score function is unbounded allows one to conclude directly 
that the estimator is nonrobust. 

Heagerty’s maximum-likelihood MS-GLMM estimators are 
a special form of M-estimator. We therefore examine score 
functions to evaluate their robustness or lack thereof. Looking 
specifically at the marginally specified logistic-normal model, 
the i th individual’s contribution to the score function for Pk 
takes the form 

1 

The above score function, and consequently also the IF, 
are unbounded. This is most easily seen by recognizing that 
the partid derivative a&j/apk  can be written aAi j /apk  = 
(aA, j /aq i j ) (aqi j /dPk) .  In this expression, qij = xijp, 
a&j/aqij = pi j (1  - p i j ) / A i j ,  where Aij = Jh(Aij  + oz) x 
(1 - h(Aij + (~z)}q5(z)dz.  See Heagerty and Zeger (2000) 
for further details. Now given that qij = X i j p ,  we have 
d?)ij/dPk = x i j k .  Therefore, aAi j /apk  will include a term 
involving only the covariate x i j k .  Hence, by making this 
covariate arbitrarily large, we can make the score function 
unbounded. We conclude that these estimators of /3 are 
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nonrobust , and consequently a small amount of contamination 
can severely distort the parameter estimates (as will be 
demonstrated numerically in Section 2.4). Our approach to 
obtaining more robust estimators is to further robustify the 
likelihood equations such that they are not so sensitive to 
outlying observations in the covariates. 

Outlying observations in the covariates are often referred 
to as observations with high leverage. To reduce the impact 
of high leverage, we introduce weights wi j  into the likelihood, 
producing 

j=1 

x q5H(z)dz. 

A simple and effective choice for wi j  is to base it on some 
function of a hat matrix. We have chosen to use the linear 
model hat matrix for its simplicity, but note that the GLM 
hat matrix would be a natural choice. However, a drawback 
is that it requires recomputation of the weights after each 
iteration. Another viable and robust alternative would be to 
use the minimum volume ellipsoid (MVE) covariance matrix 
(Rousseeuw, 1985). In our computations, we take wij = (1 - 
h ( .  , ) J J  ..)'/2(1 - Hi)1/2, where h( i ) j j  are the diagonal elements 
of the hat matrix h(i)  = X i ( X T X i ) - ' X F  and Hi are the 
diagonal elements of the hat matrix H = Z(ZTZ)-'ZT, 
where Z is of dimension N x p' (p' denotes that subset of the 
p covariates that are time independent). h( i )  contains only 
the time-dependent covariates, while H contains the time- 
independent covariates. When no time-independent covariates 
are present, we require only the first term in the definition of 
wij .  

An observation with a small weight will contribute less 
information to the likelihood equation than one with a large 
weight. We design our robust approach such that those 
observations (or individuals) that are outlying, based on 
their covariates, are given small weights. In the maximum 
likelihood approach, this is not the case because all weights are 
one and hence an observation with outlying covariates could 
significantly influence the maximum-likelihood estimator. 

The convolution equation (2) is solved for Aij  using a 
quadrature program to approximate the integral and a root- 
finder algorithm to obtain Ai3. The quadrature program 
was recommended by Dr Pat Keast, a numerical analyst in 
the Department of Mathematics and Statistics, Dalhousie 
University. This program uses formulas originally due to 
Patterson (1968) but later modified by Krogh and Snyder 
(1991). We have chosen a root-finder algorithm given by 
Forsythe, Malcolm, and Moler (1977). This algorithm makes 
use of the bisection procedure combined with linear or 
quadratic inverse interpolation. 

Outlying observations in the covariates can render the 
convolution equation (2) unsolvable numerically (as well as 
the convolution equation for the MS-GLMM). This happens 
because such extreme observations force the left-hand side 
of the convolution equation, h(Xij/3),  toward either zero or 
one. Our experience suggests that, when h(X i jP)  is within 
approximately of either zero or one, then no numerical 

solution for Aij  can be found. Our robust procedure automa- 
tically checks the value of h(Xij/3) to identify instances 
where there will be no solution for Aij and then sets the 
corresponding leverage weight wi j  equal to zero. Unfortunate- 
ly, the MS-GLMM does not protect against the convolution 
equation becoming unsolvable numerically and consequently 
cannot be fit when such outlying observations are present. 
One could put similar flags in with the MS-GLMM and then 
ignore the observations that do not yield a solution for Aij. 
However, this was not done in the Heagerty implementation. 

2.3 Outlying Observations an the Response 
When considering longitudinal binary data, there is also 
another type of outlying observation that may arise: outlying 
observations in the response. In the case of the robust 
marginally specified logistic-normal model, an outlying 
observation in the response will be one for which the 
differences (y i j  - P(Y,j = 1 I X i j ,  bi)I and lyij - P(x, j  = 
1 I Xi j ) l  are very close to one. Given that the random effects 
are unobserved, we can only examine the latter difference. 
Fortunately, in cases where the first difference is large, Aij is 
necessarily large and hence the second difference must also 
be large. This is a direct result of the fact that P(Yii = 
1 I X i j )  and P(Yij = 1 I X i j , b i )  are linked by the 
convolution equation. For such outlying observations, the data 
and the model are in fairly strong disagreement, suggesting 
that the contribution to the likelihood should possibly 
be reweighted. Specifically, we propose to downweight the 
likelihood contribution P(Y,j = 1 I Xi?, b i )Y1j  and upweight 
that of P(Y,j = 0 I Xij,bi)l-yLl or vice versa. Reweighting 
the likelihood in this way results in a robustified likelihood of 
the form 

where the X i j ' s  determine the degree of reweighting. Care 
must be taken to ensure that we do not reweight too 
drastically such that we begin fitting the outliers instead 
of the original data. We define a function A, which takes 
as an argument the Pearson residual rij for the particular 
observation and produces a value Xi?; i.e., X i j  = X(r i j ) ,  where 
A ( r i j )  = 0 if I rij I <  c and X( r i j )  = sign(rij)(l - c/lrijl) 
otherwise. c is an appropriately chosen constant. We have 
now arrived at the final ROBMS-GLMM, defined by the 
robustified likelihood 

along with the convolution equation 
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It can be shown (Mills, 2000) that the IF of the ROBMS- 
GLMM is bounded as desired, unlike that of the MS-GLMM. 

As is common with robust procedures, we want our 
estimates to be Fisher consistent. This involves adding a 
correction term u(8) to our score function so that it takes 
the form gi(8) = alogLf(B)/d8 - a(O), where 8 = ( P , a ) ,  

and F is the assumed model distribution. Applying the results 
of Yuan and Jennrich (1998), we were able to show that the 
estimates are asymptotically normal with variance given by 
the usual sandwich estimator. Evaluating 4 8 )  requires the 
use of Monte Carlo methods. In our examples, this correction 
term is small because there is mild weighting, and hence we 
have left it out in our computations for the sake of simplicity. 

We turn now to the choice of tuning constants. It is common 
with robust procedures to choose values for tuning constants 
like c such that one achieves 95% efficiency when there is 
no contamination present. We were able to show that the 
ROBMS-GLMM are 85-95% as efficient at the model as 
the MS-GLMM estimates as c varies from two to three, 
respectively. We therefore suggest testing c values within this 
range. Let us examine how this function behaves with c = 2.0. 
Taking y,, = 1 and P(y,, = 1 1 b,,X,,)  = 0.1, then r,, = 3.0, 
making A,, = 0.33. This decreases the weight of the first 
contribution to the likelihood (by A,, = 0.33) and increases 
the weight of the second, as is sensible here. An appropriate 
choice for c will depend on various properties of the data 
set, including both sample size and the amount of within- 
individual correlation. 

The authors wish to  note that the derivation of the 
asymptotic properties of the ROBMS-GLMM along with 
robust model selection strategies (Mills, 2000), though not 
shown here, provide us with the tools necessary to achieve 
robust inference in longitudinal data. 

c 

2.4 Demonstration 
We begin by considering a simulated dataset that allows us 
to compare MS-GLMM and ROBMS-GLMM estimates to 
true parameter values. At the same time, we can judge how 
well we are able to identify contamination when it exists. 
We look specifically at a logistic-normal formulation, i.e., 
logit(pij) = PO + P1Xij1 + PzXijz and logit(&) = Aij + bi 
with PT = (-2,3,1) and [bi 1 X i ]  following a standard 
normal distribution such that (Y = In(a) = 0. The covariate 
X1 was generated from a uniform distribution on [0,1] and 
X2 from a Bernoulli distribution with probability of success 
p = 112. Hence, we have two nondesigned time-dependent 
covariates, one continuous and one discrete. The response 
is binary, coded by zero or one. Leverage contamination 
was introduced by changing 5% of the X1 covariates. Their 
decimal was moved one place to the left. This contamination 
mimics data recording errors commonly occurring in practice. 
Prediction contamination was introduced by changing 5% 
of the responses (from zero to  one or one to zero). This 
contamination is again reflective of what commonly occurs 
in practice, when a zero is recorded instead of a one and vice 
versa. 

The simulation involved 40 individuals with 20 observations 

Table 1 
Parameter estimates (standard errors) with noncontaminated 

data, N = 40, n = 20, *k = 2.46, and c = 1.70 

Parameter True value MS-GLMM ROBMS-GLMM* 

P O  -2.00 -1.63 (0.22) -1.83 (0.26) 
Pl 3.00 2.89 (0.28) 3.24 (0.33) 
P2 1.00 0.80 (0.14) 0.91 (0.16) 
Q 0.00 0.04 (0.16) -0.07 (0.17) 

per individual. Initially, we fit both the ROBMS-GLMM and 
MS-GLMM to the noncontarninated data. The results, which 
are shown in Table 1, are in fairly close agreement, with 
the ROBMS-GLMM estimates giving up a small amount of 
efficiency for robustness. All of the prediction reweights (A,) 
were smaller in absolute value than 0.4 and the leverage 
downweights (wij) all larger than 0.6. Hence, fairly little 
weighting was performed, suggesting that most of the data 
was well fit by the model, as would be expected with no 
contamination. 

Table 2 presents the estimates obtained by fitting both the 
ROBMS-GLMM and MS-GLMM in the presence of leverage 
contamination. Such contamination renders the convolution 
equation unsolvable numerically so that one cannot fit the 
MS-GLMM. The ROBMS-GLMM yields sensible parameter 
estimates while at the same time correctly downweighting over 
95% of the contamination. The weights range in size from 0 
to 0.79. The part of the contamination that is missed is still 
downweighted but with weights in the range of 0.86 to 0.95, 
which have fairly little impact. 

Table 3 presents the results obtained in the presence of 
prediction contamination. Again the ROBMS-GLMM out 
performs the MS-GLMM in producing regression parameters 
estimates closer to the true values. Prediction contamination 
is much more difficult to deal with than leverage contamina- 
tion. Multiple contamination on one individual increases the 
probability of masking. 

Although a is a nuisance parameter, care must be taken 
when interpreting its estimates. In replacing the Gaussian 
distribution with Huber's least favorable distribution, Q 

acquires a different interpretation. Because the variance of 
Huber's least favorable distribution is larger, we expect Q to 
be smaller t o  ensure the function is still a density. Simulation 
results reflect this phenomenon. 

2.5 Numerical Implementation 
The robust marginally specified logistic normal model (8) 
involves a random effects distribution that is one dimensional. 

Table 2 
Parameter estimates (standard errors) with 5% leverage 

contamination, N = 40, n = 20, *k = 2.46, and c = 1.70 

Parameter True value MS-GLMM ROBMS-GLMM* 

PO -2.00 - -1.80 (0.25) 
- P1 3.00 3.20 (0.34) 

PZ 1.00 0.82 (0.14) - 

ff 0.00 .~ -0.10 (0.18) 
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Table 3 
Parameter estimates (standwd errors) ,with 5% prediction 
contamination, N = 40, n = 20, *k = 2.46, and c = 1.70 

Parameter True value MS-GLMM ROBMS-GLMM* 

P O  -2.00 -1.46 (0.21) -1.58 (0.21) 
P1 3.00 2.58 (0.26) 2.81 (0.29) 
P Z  1.00 0.72 (0.15) 0.80 (0.16) 
a 0.00 -0.12 (0.17) -0.22 (0.18) 

As a result, one can appeal to numerical integration 
techniques to evaluate both the likelihood and convolution 
equations. Heagerty (1999) uses Gauss-Hermite quadrature 
in this situation while noting that this integration method is 
only acceptable for D < 2.0. However, the presence of Huber's 
least favorable density in the ROBMS-GLMM precludes 
the use of Gauss---Hermite quadrature, and consequently, 
Patterson's quadrature method (Krogh and Snyder, 1991) was 
utilized for computations required for this article. Desirably, 
Patterson's method performs well for D 5 5.0 and is therefore 
recommended in general. 

Iterative optimization routines are utilized to maximize 
the likelihood, requiring reasonable starting values for good 
performance. By naively assuming that observations arc 
independent, one can obtain an initial fit to the data using 
a generalized linear model, as was the approach taken by 
Heagerty (1999). Alternatively, we chose to utilize a procedure 
recently developed by Cantotii and Ronchetti (2001) to 
fit generalized linear models robustly. Use of these robust 
starting values results in faster convergence to the solution. 
S-plus routines for estimation based on the ROBMS-GLMM 
likelihood are collected in a library and are available from the 
authors. Such routines help conceal the numerical intensity of 
fitting such models. 

As the dimension of the random effects distribution 
increases, the computational burden of quadrature methods 
grows exponentially (McCulloch, 1997). Many researchers 
(Breslow and Clayton, 1993; Booth and Hobert, 1999) have 
commented on the serious cornpiitational difficulties in fitting 
GLMMs. Adoption of a marginal mean regression, as is 
the case with the ROBMS-GLMM, adds even more com- 
plexity because it requires calculation of the implicitly 
defined conditional mean parameter Aij . These computa- 
tional burdens have restricted investigators to implementing 
random intercepts models but have also recently led to the 
development of several methods using analytical approxima- 
tions to the likelihood. We are currently investigating import- 
ance and Gibbs sampling techniques that avoid the need for 
numerical integration and are therefore very attractive. 

3. Example 
We now consider data collected on LEI with the goal of 
identifying the parts of the process of LEI that are most 
predictive of successful completion. Traditional teaching of 
LEI has focused on proper positioning, timely performance, 
and proper lifting of the laryngoscope blade during LEI. 
Accordingly, we sought to clarify the issue of quality and 
competence 011 these grounds. 

A total of 438 LEI were analyzed during this longitudinal 
study. We let the response Y L ~  equal one if trainee i performs 

Table 4 
Parameter estimates (standard 

errors) for the LEI data, *k = 2.46 

Model 

ROBMS-GLMM" 
Reweight 

Parameter MS-GLMM c = 2.0 c = :3.0 

INTERCEPT -4.26 (0.49) -5.45 (0.66) -4.62 (0.56) 
TRIALCAT 0.30 (0.09) 0.36 (0.11) 0.32 (0.10) 
PROPLGSP 0.94 (0.31) 1.13 (0.38) 1.02 (0.35) 
PROPLIFT 1.82 (0.33) 2.60 (0.48) 2.00 (0.38) 
HELP 0.78 (0.26) 0.85 (0.30) 0.87 (0.29) 
a -0.49 (0.49) -0.74 (0.48) -0.66 (0.43) 

a complete LEI in less than 30 seconds on trial j and zero 
otherwise. We restrict our attention to judging trainees based 
on the following covariates: whether the trainee inserted the 
scope properly (PROPLGSP) , whether the trainee performed 
the lift successfully (PROPLIFT), and whether there was 
unsolicited intervention by the attending anesthesiologist 
(HELP). Each of these criteria were included as covariates in 
our model. Nineteen trainees performed anywhere from 18 to 
33 trials. A covariate TRIALCAT was defined as TRIALCAT 
= 1 for trials 1-5, TRIALCAT = 2 for trials 6-10, and so 
forth. 

The results of fitting both the ROBMS-GLMM and MS- 
GLMM are shown in Table 4. Standard errors were computed 
using the sandwich estimator. Observation weighting was 
performed since there were a fairly large number of 
observations per individual and relatively small correlation 
between them (Cg0.61).  The parameter estimates are 
quite similar and, as expected, the corresponding standard 
errors are slightly larger for the ROBMS-GLMM. Table 
5 summarizes some additional information given by the 
ROBMS-GLMM. Two percent of the observations were 
actually reweighted with c = 3.0, suggesting that a small 
but significant amount of the data was not fit well by 
the model. As well, the 20th observation on trainee 12 
was assigned a leverage weight of 0.61, suggesting that it 
should be reexamined. Upon doing, so we noticed that this 
trainee performed particularly poorly (PROPLGSP = 0, 
PROPLIFT = 0) on this trial, even though the trainee had 
a reasonable amount of practice (19 previous trials) and 
previous success. Hence, the relatively small weight appears 
useful for characterizing unusual observations. With c = 2.0, 
approximately 4% of the data were reweighted, and more 
extremely. 

To demonstrate how the maximum-likelihood estimates 
for the MS-GLMM may be highly influenced by modest 
contamination in the data, we examine its performance in 
the presence of both influential and outlying observations. 
First, let us suppose that some trial categories were confused, 
i.e., the trial number was used instead of trial category for 
each of 20 randomly chosen trials. This would amount to 
approximately 5% contamination. The leverage weights of the 
ROBMS-GLMM should adjust for this sort of contamination. 
Resulting estimates are shown in Table 6 and demonstrate 
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Table 5 
LEI data weighted by the ROBMS-GLMM 

Observation X i j  

Ind. Obs. c = 2.0 c = 3.0 

0 
1 

5 

8 

10 
11 
12 
13 
14 
17 

18 

10 
4 
9 

14 
0 
6 
8 

19 
16 
28 - 
13 
5 
2 

11 
5 
3 

11 
17 
21 

0.77 
0.72 
0.31 
0.65 
0.58 
0.50 
0.50 
0.12 
0.52 
-0.14 
0.17 
0.49 
0.84 
0.65 
0.31 
0.11 
0.60 
0.58 
0.12 

0.52 
0.42 
0 
0.26 
0.10 
0 
0 
0 
0.05 
0 
0 
0 
0.65 
0.26 
0 
0 
0.19 
0.12 
0 

that 5% contamination can drastically change MS-GLMM 
estimates, especially for the contaminated covariate. The 
corresponding ROBMS-GLMM estimates are also provided 
and are less impacted by the contaminated data, especially 
the coefficient for TRIALCAT. Given the large discrepancy 
between the ROBMS-GLMM and MS-GLMM, one would at 
this point highly suspect that contamination was present and 
thoroughly examine the weights. Notice that the ROBMS- 
GLMM estimates are closer to that obtained with the original, 
noncontaminated data. In general, the ROBMS-GLMM 
is more reliable and also provides additional information 
concerning the fit of the model to the data. 

Examining the real contamination and the corresponding 
weights (not shown), a number of interesting features are 
apparent. Our robust procedure does best at identifying con- 
tamination when there is only a single contaminant per indi- 
vidual. It also does better at identifying contamination when 
it occurs later in an individual’s series of observations. This 

Table 6 
Parameter estimates (standard errors) for  the LEI data 

after 5% leverage contamination is  introduced, *k = 2.46 

ROBMS-GLMM* 
Reweight 

Parameter MS-GLMM c = 2.0 c = 3.0 

INTERCEPT -3.44 (0.38) -5.06 (0.64) -4.10 (0.49) 
TRIALCAT 0.00 (0.01) 0.12 (0.05) 0.10 (0.05) 
PROPLGSP 0.99 (0.31) 1.21 (0.39) 1.11 (0.36) 
PROPLIFT 1.92 (0.32) 2.96 (0.52) 2.14 (0.38) 
HELP 0.79 (0.26) 0.78 (0.30) 0.81 (0.29) 
01 -0.62 (0.37) -0.98 (0.63) -0.82 (0.50) 

Table 7 
Parameter estimates (standard errors) for the LEI data 

after 5% prediction contamination is introduced, *k = 2.46 

ROBMS-GLMM* 
Reweight 

Parameter MS-GLMM c = 2.0 c = 3.0 

INTERCEPT -3.61 (0.45) -4.78 (0.58) -3.96 (0.50) 
TRIALCAT 0.23 (0.09) 0.29 (0.10) 0.25 (0.10) 
PROPLGSP 0.97 (0.30) 1.17 (0.37) 1.05 (0.33) 
PROPLIFT 1.43 (0.29) 2.12 (0.40) 1.58 (0.33) 
HELP 0.70 (0.25) 0.84 (0.29) 0.80 (0.27) 
a -0.23 (0.26) -0.62 (0.41) -0.42 (0.33) 

is a direct result of the type of contaniiriation we have 
introduced. Later observations will have larger trial numbers 
and consequently higher leverage than those occurring earlier 
in the series for a particular individual. An increased number 
of contaminants per individual brings more difficulty to the 
procedure. I t  appears that, once more than approximately 
10% of an individual’s observations are contaminated, this 
contamination can no longer be identified. 

Now we consider another type of contamination. We 
randomly choose 5% of the individuals, which corresponds 
to choosing only one: individual 14. We then introduced 
5% contamination by examining all 22 of individual 14’s 
observations and flipping the first half of the responses. This 
amounts to flipping observations 1-11. Results are shown in 
Table 7, and one can see that the ROBMS-GLMM estimates 
are much more in line with the original estimates than those 
of the MS-GLMM. The contamination is identified by our 
procedure because 8 of 22 of individual 14’s observations 
are downweighted. This large percentage of downweighting 
makes it clear that the individual is outlying and should be 
reexamined. 

In general, it appears that the choice of c = 2.00 is superior 
for the LEI data. This is substantiated by the fact trhat there is 
fairly close agreement with the parameter estimates obtained 
with the uncontaminated data and in the presence of both 
types of contamination. As well, the choice of c = 2.00 results 
in a modest amount of weighting while at the same time 
identifying the majority of the contamination. 

4. Discussion 
Robust inference procedures like the ROBMS-GLMM are now 
an essential part of the statistician’s tool box, particularly for 
longitudinal data where model assumptions may be difficult 
to check directly and where there are concerns regarding data 
errors. By (a) selecting an E ,  k pair (we generally recommend 
E = 0.005 and lc = 2.46) and (b) selecting a value of c 
(extensive simulation studies (Mills, 2000) have shown that 
taking c between two and three will give a reasonable balance 
between robustness and efficiency), one can fit the ROBMS- 
GLMM. 

The ROBMS-GLMM functions as an invaluable aid in data 
screening and preliminary analyses. It performs similarly to 
the MS-GLMM when there is no contamination but does 
substantially better when there is contamination present. 
When the two models are in agreement, we can place addition- 
al confidence in our rcsults. When the models disagree, rimre 
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investigation is required. Perhaps the greatest strength of the 
ROBMS-GLMM is its ability to facilitate such investigation 
by providing us with additional information concerning the 
fit of the model to the data. This information, provided 
in the form of easily interpretable weights, was previously 
unavailable with similar but nonrobust procedures. 
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RESUMB 
La modelisation des donnees longitudinales est compliquke 
par la nkcessitk de prendre en compte correctement la corrdla- 
tion entre les observations faites chez le m6me individu. 
En partant d’une version antkrieure non robuste proposee 
par Heagerty (1999, Biometrics 55, 688-698), notre modkle 
lineaire generalis6 mixte robuste marginalement (ROBMS- 
GLMM) fournit mdthode line methode efficace pour traiter de 
telles donnees. Ce modble est un des premiers 6, permettre ;I 
la fois des infkrences moyenn6e sur la population et spkcifique 
6, l’individu. De plus, il adopte la flexibilitk et l’interprktation 
des modbles linkaires generalisits mixtes pour introduire la 
dkpendance, mais construit la structure de regression pour 
l’espkrance marginale, permettant une application valide avec 
des covariables dkpendantes du temps (exogknes) et indkpend- 
antes du temps. Ces nouveaux estimateurs sont obtenus 
comme les solutions d’une kquation de vraisemblance rendue 
robuste basee sur la distribution la moins favorable de Huber 
et une collection de poids. La distribution la moins favorable 
de Huber produit des estimations qui sont rksistantes B 
certaines deviations des hypotheses de distribution des 
effets alkatoires. Des stratkgies innovantes de ponddration 
permettent au ROBS-GLMM de bien fonctionner quand on 
est confront6 ;I des observations Bloignkes ;I la fois dans la 
rkponse et les covariables. Nous illustrons la methodologie 
avec une analyse d’une 6tude longitudinale prospective de 
l’intubation laryngoscopique endotrachkale, une mkthode que 
de nombreux professionnels de santk doivent acqukrir. Le 
but principal de notre recherche est d’obtenir une infkrence 
robuste dans les analyses longitudinales. 
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