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Longitudinal variable selection by cross-validation
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SUMMARY

Longitudinal models are commonly used for studying data collected on individuals repeatedly through
time. While there are now a variety of such models available (marginal models, mixed e�ects models,
etc.), far fewer options exist for the closely related issue of variable selection. In addition, longitudinal
data typically derive from medical or other large-scale studies where often large numbers of potential
explanatory variables and hence even larger numbers of candidate models must be considered. Cross-
validation is a popular method for variable selection based on the predictive ability of the model. Here,
we propose a cross-validation Markov chain Monte Carlo procedure as a general variable selection
tool which avoids the need to visit all candidate models. Inclusion of a ‘one-standard error’ rule provides
users with a collection of good models as is often desired. We demonstrate the e�ectiveness of
our procedure both in a simulation setting and in a real application. Copyright ? 2006 John Wiley
& Sons, Ltd.
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1. INTRODUCTION

Longitudinal modelling techniques are commonly used for studying data collected on
individuals repeatedly through time. Such data arises frequently in medical studies where
large numbers of potential explanatory variables are often considered. A variety of modelling
approaches have been proposed for handling such data and yet variable selection, an important
step in any statistical analysis, is typically neglected. An exception here is the recent work of
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Cantoni et al. [1] and Pan [2]. Many commercially available software packages (S-plus, SAS,
Stata, etc.) now include routines for analysing longitudinal data but pay little attention to
variable selection, especially in cases where many potential explanatory variables and hence
even larger numbers of candidate models, should be considered.
Although the �nal choice of model(s) must take into account subject matter and other

nonstatistical aspects, data-based statistical methods are very useful tools for variable selection.
Probably the most widely used method for estimating the predictive ability of a model is
cross-validation. Here we utilize cross-validation in a longitudinal setting while paying special
attention to the computational complexity associated with considering many candidate models.
It is this complexity which makes approaches as in References [1, 2] inappropriate from
a computational point of view. The basic idea is as follows (see Reference [3]). Given a
sample of K subjects, we randomly split the data into a construction sample of size Kc and
a validation sample of size K − Kc. We use the construction sample to �t the model, and
the validation sample to evaluate the prediction error of the particular model. We repeat this
procedure for M splits. With few explanatory variables we can proceed directly. However,
with large numbers of variables it is not feasible to compute the prediction error for all
models. We therefore do cross-validation using an MCMC random search procedure that
allows us to sensibly sample the model space. This proposal is built on ideas originally
proposed by Qian and Field [4, 5] and moves e�ciently through the model space by turning
the cross-validation procedure into one of random sample generation from a �nite population.
Essentially, a probability distribution for the various candidate models is de�ned based on
a prediction error criterion. An MCMC method, based on either the Gibbs sampler or the
Metropolis–Hastings algorithm, can then be used to generate a sample from this probability
distribution. The convergence of the MCMC method ensures that variable selection from the
random sample generated is consistent with that from all candidate models, provided that the
MCMC sample is su�ciently large.
One bene�t of doing the M splits of the data in our procedure is that it provides (at no

additional cost) a measure of the standard error of our prediction error estimate. We use
this standard error as the basis of a ‘one-standard error’ rule as is often used with cross-
validation [6]. Depending on the goal(s) of the user, one might choose the most parsimonious
model whose prediction error is no more than one standard error above the prediction error
of the best model. Alternatively, one might choose to average predictions over a collection of
good models (e.g. those within one standard error of the best model) as in the spirit of bagging,
see Reference [7]. If additional information is available, as for instance in a Bayesian frame-
work, then averaging over a collection of good models could be done by using posterior
model probabilities.
Marginal longitudinal generalized linear models, available in most software packages, are

a popular option for analysing longitudinal data and are �tted using generalized estimating
equations (GEE). Given their popularity, we have tailored our cross-validation MCMC
procedure to this setting while noting that many other environments are possible.
The paper is organized as follows. In Section 2, we develop our cross-validation MCMC

procedure. In Section 3, we present the results of a simulation study that examines the
performance of our procedure in a number of di�erent settings. An application on real data
from the health and retirement study (HRS) is presented in Section 4. Conclusions and
directions for future research are provided in Section 5.
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2. METHODOLOGY

2.1. Estimators for prediction

We consider a longitudinal data analysis setting, where Yit is the discrete or continuous out-
come for subject i at time t, for i=1; : : : ; K and t=1; : : : ; ni. For each outcome Yit , we also
measure a set of covariates xit . We write Yi=(Yi1; : : : ; Yini)

T for the ni×1 vector of responses,
and Xi=(xi1; : : : ; xini)

T for the ni ×p matrix of covariates for subject i. Purely dependent data
are obtained with K =1 (only one cluster) and purely independent data are obtained with ni=1
for all i. We �t a marginal model to the data by modelling the marginal mean E(Yit)=�it , and
assuming that g(�it)= xTit� for a known link function g, and Var(Yit)=�

2�(�it). We suppose
that Corr(Yi)=A−1

i Var(Yi)A−1
i , with Ai=diag(�

1=2(�i1); : : : ; �1=2(�ini)), and that the subjects
are independent. An estimator �̂ is the solution of the general estimating equations proposed
by Liang and Zeger [8]:

K∑
i=1
DTi V

−1
i Si=0 (1)

where Si=Yi − �i, �i=(�i1; : : : ; �ini)T, Di=Di(Xi; �)= @�i=@� is an ni × p matrix, and Vi=
Vi(�i; �)=AiRi(�)Ai is an ni × ni matrix. The matrix Ri(�), for an s-dimensional parameter
�, is said to be the working correlation matrix, as opposed to the ‘true’ correlation matrix
Corr(Yi).
One may wish to consider a more compact model

g(�it)= xTitv�v (2)

in situations where some of the components of � are zero. We take v=(v1; : : : ; vp) with
some components equal to 1 and others equal to 0 and let dv denote the total number of 1’s
occurring in v (dv6p). Then �v is a vector of length dv containing the non-zero components
of � and similarly xitv is a vector of length dv. There are 2p − 1 di�erent possible models
each of which corresponds to a unique v.

2.2. The cross-validation MCMC procedure

Consider the original sample (Xi; yi), i=1; : : : ; K and split the data into a construction sample
of size Kc and a validation sample of size Kval =K − Kc. Note that we are splitting on sub-
jects, the natural sampling unit in the context of longitudinal data (rather than individual
observations). The estimation procedure described in Section 2.1 provides estimators for pre-
diction in the validation sample. That is, we use the construction sample to obtain estimates
of �v for the particular candidate model v of concern. Then for each observation (Xi,yi) in
the validation sample, we can compare the observed value yi with the prediction ŷi. A suit-
able choice upon which to base our prediction error criterion is hence a loss function of
the form

Kval∑
i=1

(yi − ŷi)TV−1
i (yi − ŷi)
ni

(3)
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where Vi is the covariance matrix (which depends on the working correlation Ri(�)) that we
estimate (only once) based on the full set of observations (note that this is equivalent to what
one would do with Mallows’s Cp where an estimate of �2 from the full model is used). This
procedure enables one to arrive at a measure of prediction error for each candidate model in
our chain. In summary, the average prediction error criterion is calculated as follows:

• Generate M random splits of the data set into a construction sample of size Kc and a
validation sample of size K − Kc.

• For each split, use the construction sample to �t the v model. The parameters of the
model are estimated by the procedure given in Section 2.1.

• Compute the prediction error for each of the M splits and then the average prediction
criterion over the M splits for model v. We denote this quantity PE(v).

Note that the same M splits are used for each model v that we evaluate.
An exhaustive variable selection procedure requires the evaluation of PE(v) for each candi-

date model and is therefore not feasible when there are a large number of candidate models,
that is, when p is moderate-to-large. To overcome this di�culty, we propose an MCMC
random search procedure built on de�ning an appropriate transition kernel,

P(v)=B exp{−PE(v|Y; X )} (4)

where B=(
∑

v exp{−PE(v|Y; X )}) and PE(v) represents the average prediction error criterion.
We then proceed with variable selection from a sample of candidate models generated using
the probability distribution P(v). This approach is based on methods in Reference [5].
For the probability distribution P(v), the evaluation of the constant B is not computationally

feasible when there are a large number of candidate models. Fortunately, one can generate a
sample from P(v), by applying an MCMC method even though B does not have a computable
form. To use an MCMC method, one needs a properly determined transition kernel which
generates a reversible Markov chain. If the transition kernel satis�es a so-called detailed
balance condition and has a support covering that of P(v), it can be shown that P(v) is the
stationary distribution of the generated Markov chain. Therefore after an initial burn-in period
the generated Markov chain becomes ergodic and can be used for most purposes as an i.i.d.
sample from P(v), even though the models in the chain are not independent. Since we are
looking for models with minimum PE, our objective is simply to move through the model
space in order to �nd them. As a result, an i.i.d. sample and removal of the burn-in period are
actually not necessary. A similar approach is taken in Reference [9] where a Gibbs sampler
is used for Bayesian variable selection in the context of multiple linear regression.
We will apply one of the most frequently used MCMC methods, the Metropolis–Hasting

algorithm, for generating a sample from the distribution P(v) de�ned on the set of all candidate
models. Alternatively one could use Gibbs sampling (see Reference [5] for further details).
Note that generating a sample for P(v) amounts to generating a sequence of 1 × p binary
vectors. Hence the following algorithm for generating a sample {v(1); v(2); : : : ; v(J )} can be used:

• Arbitrarily choose a starting model v(0) = (v(0)1 ; : : : ; v
(0)
p ), compute PE(v(0)) and its

corresponding standard error (over the M splits) hereafter denoted �(PE).
• Repeat for j=1; : : : ; J : To get the model v(j), �rst generate a candidate model ṽ from an
operating transition kernel q(v|v(j−1)) for v, and generate a u from Uniform(0; 1). Then
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set v(j) = ṽ if

u6r(v(j−1); ṽ) =min{[P(ṽ)=P(v(j−1))]c=�(PE) ∗ q(v(j−1)|ṽ)=q(ṽ|v(j−1)); 1}

= min

{
exp

(
c ∗
(
PE(v(j−1))− PE(ṽ))

�(PE)

)
∗ q(v(j−1)|ṽ)

/
q(ṽ|v(j−1)); 1

}

otherwise set v(j) = v(j−1).
• Return the model sequence {v(1); v(2); : : : ; v(J )}.

The constant c is used to calibrate the MCMC chain so that it visits a reasonable number of
candidate models (i.e. moves around the model space well). The choice of c is based on the
idea that if PE increases by �(PE) or less, we desire a high probability of moving to that
model. In particular to ensure that we move with probability p when the PE increases by
�(PE), we choose c= − log(p). Note that the larger the value of c, the lower the probability
of moving to a candidate model with larger PE. We de�ne the operating transition kernel
for all candidate models v which di�er from the present model v(j−1) only in that they
either include an additional covariate or exclude a present one. The probability q(v|v(j−1)) is
calculated based on the p-value (obtained from the z-test for the full model) for the covariate
under consideration for inclusion or exclusion. Let pz-test be a vector of size p containing the
p-value of the z-test in the full model (for each explanatory variable). For a model v(j−1)

de�ne the set of its neighbouring models as Mv(j−1) = {m1; : : : ; mp}, where each mi is such that∑p
k=1|v(j−1)k −mik |=1. For each mi ∈ Mv(j−1) , the transition kernel is then de�ned by

q(mi|v(j−1))= (1− pz-testi ) ∗ Ei + pz-testi ∗ (1− Ei)∑p
l=1[(1− pz-testl ) ∗ El + pz-testl ∗ (1− El)]

where Ei=1 if
∑p

k=1(m
i
k − v(j−1)k )=1, that is if mi includes an extra variable with

respect to v(j−1), and 0 otherwise. For example, suppose we have a full model with p=3
covariates where pz-test = (0:05; 0:65; 0:15). Note that if the p-value is small, we would
typically like to keep the covariate in the model so we choose to add it with probability
1 − p-value. Now suppose that v(j−1) = (1; 0; 0) (i.e. the model that contains only the �rst
covariate) and the model under consideration in the set of neighbouring models is m1 = (1; 1; 0).
Then, q(m1|v(j−1))= (1− 0:65)=(0:05 + (1− 0:65) + (1− 0:15)) and similarly q(v(j−1)|m1)=
0:65=(0:05 + 0:65 + (1− 0:15)).
Alternatively, one could use uniform probabilities, q(v|v(j−1))=1=p (where p is the number

of covariates) but our experience has shown this approach to be less e�cient. Note that various
choices for the operating kernel are possible. It is our feeling that our choice is a sensible
one for this application.
In our procedure, there are several parameters that have to be set. The choice of Kc=K3=4 is

an extension of a recommendation of Shao [3] for linear regression models. In practice, with
small values of K , we �nd it more reasonable to use larger values of Kc. This is an issue when
the construction data sets may not contain enough observations to reliably �t the model. As
will happen in our example with a 0=1 response and a preponderance of zeroes, some of the
splits may contain no ones or very few ones making it di�cult to �t the model. Also in some
splits, one can have the problem that not all levels of a particular factor may be represented
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with small Kc. The value of M must be large enough to ensure we have a reasonably valid
estimate of the PE for the model. A value of M =50 is certainly large enough to ensure
this but we have found in our computations that even with M =20, we obtained reasonable
results. The value of c needs to be chosen to ensure that we move e�ciently through the
model space. In our experience a value of c= − log(p) with p¿0:5 gives reasonable results.
One can also start with a particular value of c and then check the acceptance rate during the
chain and adjust c if necessary.
The length of the analysis depends on the time needed to compute PE on M (=50) splits,

which in turn depends on the time needed to �t one model. This has to be done J (e.g. 5000)
times. This computational time should be contrasted with the time one would need to compute
the (2p − 1) PE values corresponding to all possible models. A clever implementation of the
procedure would avoid the recomputation of PE when a model is revisited, given that the
same set of splits is used throughout.

2.3. The ‘one-standard error’ rule

For each model v in the chain, our MCMC cross-validation procedure provides both a measure
of predictive ability (PE(v)) and the associated standard error, �(PE) computed over the M
splits for the model. The use of �(PE) to identify models close to the optimal model is an
important feature of our procedure. Supposing that v0 is the model in the chain with the
smallest PE, we can then de�ne a set of indistinguishable models as being comprised of all
those models whose PE is within �(PE) of PE(v0). We refer to this approach as the ‘one-
standard error’ rule in keeping with that suggested in p. 214 of Reference [6]. We view the
resulting set as representing a collection of good models for the data.
The researcher can now summarize the collection of good models in a number of ways. In

many prediction settings a search for a single best model for a particular set of data is neither
sensible nor reasonable. Instead, as in the spirit of bagging [7], models provided by the ‘one-
standard error’ rule can be used together to obtain good prediction estimates. By looking at
the ensemble of variables selected, the researcher can see which variables occur across most
or all of the models giving a set of core variables to be included for any analysis. There may
also be situations where one or the other of a pair of variables is selected indicating that each
has similar explanatory power hence suggesting new composite variables. If one �nal model
is required for further analysis, a sensible strategy would be to include all variables occurring
in a certain percentage of models creating a per cent consensus model. In Sections 3 and 4,
we illustrate these ideas in the context of simulated and actual data.

2.4. Extensions

We note that our procedure could be used with robust GEE [10] rather than GEE. In
addition there are other choices available for PE, Efron’s 0.632 estimator [11, p. 321], for
example. For an interesting and insightful discussion of the relationships between
cross-validation methods and methods like Cp, the reader is referred to Reference [12]. An
alternative measure to our PE, is the criterion developed by Pan [2]. It is a quasi-likelihood
equivalent of an Akaike criterion. The drawbacks of this approach are that it is computed
under the working independence assumption and that a di�cult-to-estimate term is ignored.
We do not need to consider such simpli�cations with our approach.
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3. SIMULATION STUDY

To assess the performance of our cross-validation MCMC procedure, we have carried out a
simulation study designed to measure performance in a number of di�erent settings as well
as to serve as a general indicator of utility.
We consider a marginal longitudinal model (as described in Section 2.1) with log link,

for i=1; : : : ; K =30 and t=1; : : : ; ni= n=10. The response Yit is Poisson. The dimension of
xit is p=20 with this set of explanatory variables including a combination of those which
are time-dependent or time-independent as well as those which are continuous or discrete.
The correlation between observations on the same subject is exchangeable. The subjects are
independent. We have used the algorithm in Reference [13] to generate the responses. We
take c=− log(0:5) in our cross-validation MCMC procedure. Our starting model is the one
retaining all the variables for which the individual z-tests are signi�cant at the 5 per cent level.
We begin by considering a setting in which X1, X2, X8 and X9 are binomial(0:5), X3,

X10 and X11 are three-level variables with probabilities (0:5; 0:35; 0:15) and X4 → X7 and,
X12 → X20 are N(0; 1) variables. The true model generating the data includes seven variables,
X1 → X7. We run 50 simulations and for each utilize an MCMC chain of length 5000. The
true model generating the data is usually visited quite early on giving us con�dence in the
fact that the chain is of su�cient length. Each chain provides 5000 models and we compute
the frequency of appearance of all 20 explanatory variables in these models. We run 50
simulations and in the left half of Table I, we report summaries (mean, median, standard

Table I. Summaries of the distribution of marginal frequencies of appearance
of the x variables in a chain of length 5000.

No interactions With interactions

Mean Median SD Mean Median SD

x1 0.83 1 0.28 0.59 0.5 0.33
x2 0.76 1 0.3 0.8 1 0.29
x3 0.78 1 0.29 0.67 0.66 0.25
x4 0.87 1 0.19 0.76 1 0.29
x5 0.83 1 0.23 0.79 0.98 0.27
x6 0.81 1 0.24 0.89 1 0.18
x7 0.84 1 0.23 0.89 1 0.17
x8 0.17 0.16 0.07 0.25 0.25 0.11
x9 0.23 0.2 0.15 0.26 0.24 0.1
x10 0.24 0.19 0.22 0.21 0.2 0.12
x11 0.19 0.15 0.16 0.28 0.25 0.14
x12 0.4 0.36 0.16 0.38 0.36 0.14
x13 0.37 0.35 0.13 0.35 0.33 0.12
x14 0.37 0.35 0.11 0.35 0.34 0.09
x15 0.38 0.37 0.14 0.36 0.35 0.13
x16 0.35 0.36 0.09 0.38 0.36 0.1
x17 0.37 0.38 0.11 0.4 0.38 0.15
x18 0.39 0.35 0.14 0.37 0.34 0.13
x19 0.4 0.39 0.08 0.37 0.34 0.17
x20 0.36 0.36 0.1 0.38 0.37 0.14

Note that variables x1–x7 have non-zero coe�cients.
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Table II. The 50 per cent consensus model and number of indistinguishable
models (out of the 2p − 1 � 106 possible models).

Sim. # Consensus model Indist. Sim. # Consensus model Indist.

1 1 2 3 5 7 18 15 26 1 3 4 5 6 7 22
2 2 3 4 5 6 7 14 25 27 1 2 3 4 5 6 7 20
3 3 4 5 6 7 23 28 1 2 3 4 6 7 13 9
4 1 2 4 6 7 11 29 1 3 4 5 6 7 10 13 19 26
5 1 2 3 4 5 6 7 18 30 1 2 3 4 5 6 7 58
6 1 2 3 4 5 6 7 20 15 31 3 4 5 6 7 5
7 1 2 3 4 5 6 7 16 17 17 32 1 2 4 5 6 7 14 23
8 3 4 5 6 7 6 33 1 3 4 5 6 7 15 20 21
9 1 3 4 5 7 12 14 34 1 2 4 5 6 7 9 10 17 18 9
10 1 4 5 6 7 12 15 18 14 35 1 3 4 5 6 8 5
11 2 3 5 6 7 44 36 3 4 5 6 7 20 7
12 1 2 4 5 6 7 9 8 37 1 2 3 4 5 6 7 12 27
13 1 2 3 5 6 7 18 22 38 1 2 3 4 5 7 13
14 1 2 3 4 5 6 7 11 39 1 3 4 5 6 7 12
15 1 2 4 7 14 40 1 2 4 5 7 20
16 1 2 3 4 5 6 14 6 41 1 2 3 4 5 6 7 16
17 1 3 4 5 6 7 11 42 3 4 5 6 8 11 13 15 10
18 1 2 3 4 5 6 7 16 19 46 43 1 2 3 4 5 6 7 14
19 1 2 3 4 5 6 7 12 6 44 1 2 4 5 6 7 10
20 1 2 3 4 5 6 7 13 14 45 1 2 3 4 5 6 7 11 9
21 1 2 3 4 5 7 12 8 46 1 2 3 4 5 6 7 10
22 1 2 4 5 6 7 10 26 47 1 2 3 4 5 6 7 15 9
23 1 2 3 4 5 6 7 15 45 48 1 2 3 4 5 6 7 14
24 1 2 3 4 5 6 7 9 20 31 49 1 2 4 5 6 7 13 18 11
25 3 4 5 6 7 8 50 2 3 4 5 6 7 17 20 15

deviation) of the distribution of the marginal frequencies of appearance of all 20 explanatory
variables over the 50 simulations. This approach to summarizing results is similar in spirit to
that of Reference [14] where promising covariates were identi�ed as those with more frequent
appearance in the Gibbs sample. Clearly, our procedure does an excellent job of identifying
those variables which are signi�cant. In addition (results not shown), all variables appear in
models at least 15 per cent of the time suggesting that we are moving around the design space
quite well. Similar results are obtained when the number of signi�cant variables generating
the true model is reduced.
We next consider a setting in which there are interactions. That is, X1, X8 and X9 are

binomial(0:5), X2, X10 and X11 are three-level variables with probabilities (0:5; 0:35; 0:15),
X3 → X5 and, X12 → X18 are N(0; 1) variables, X6 =X1 ∗ X3, X7 =X4 ∗ X5, X19 =X8 ∗ X12 and
X20 =X13 ∗ X14. The true model generating the data includes seven variables, X1 → X7. Again
we run 50 simulations and for each utilize an MCMC chain of length 5000. In the right
half of Table I, we report summaries of the marginal frequencies of appearance of all 20
explanatory variables over the 50 simulations. Again, our procedure does an excellent job of
identifying those variables which are signi�cant.
Our cross-validation MCMC procedure can achieve a variety of objectives. For instance,

suppose that one requires a single best model for the data set of interest. We refer to such
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Table III. Variables included in the 50 per cent consensus model and number of indistinguishable
models with backwards stepwise results for comparison (with interactions).

Sim. # Consensus model Indist. Back. stepwise model

1 -234567 11 13 14 37 1234567 11 13 15 19
2 -234-67 12 8 -234-67 12 20
3 12-4-67 39 12-4567 9 16
4 12345-7 25 1234567 10 13
5 -234-67 12 1234567
6 12345-7 11 12345-7 9 14
7 -234567 31 1234567 10
8 -2-4567 20 -234567
9 1234567 8 1234567 15
10 -234567 18 32 -234567 10 18 19
11 1234567 16 18 20 4 1234567 15 16 18 20
12 12-4567 11 19 30 1234567 10 11 12 19
13 -23-5-7 17 15 1234567 8 12 15 17 19
14 123-5-7 18 19 1234567 18
15 -234567 9 17 10 1234567 9 11 13 17
16 1234567 7 --34567 17
17 1---567 15 1---567 9 15 18
18 12-4567 15 20 12 12-4567 15 20
19 1234567 5 1234567
20 -2-4567 12 13 16 17 19 20 24 -234567 10 12 13 16 17 19 20
21 123456- 8 12 19 38 1234567 8 12 15 19
22 -234567 9 -234567
23 ----567 8 14 16 9 ---4-67 8 14 16
24 1234-67 10 7 1234-67 9 10 16
25 1-3-567 12 11 1234567 12 16

a model as a consensus model and suggest that it need not simply be the model in our chain
with the smallest PE, though this is one possibility. Instead, one could choose to de�ne the
consensus model dependent upon the objective(s) of the end user. For example, suppose that
quite a parsimonious model for the data set is desired. One could then de�ne the consensus
model to include those variables occurring in the majority (e.g. 50 per cent) of the indistin-
guishable models, as obtained by application of the ‘one-standard error’ rule. Such a model
would then be referred to as the 50 per cent consensus model. In Table II, we report the
50 per cent consensus model along with the corresponding number of indistinguishable models
(for the no interaction design). There are only 15 instances in which the true model is not
visited and yet it is within �(PE) of the consensus model. This re�ects our choice of c and
is reasonable given that there are over one million possible candidate models. Furthermore,
we visit the true model about 60 per cent of the time. At the other end of the spectrum, one
could de�ne the consensus model as being comprised of all variables occurring in some small
fraction (e.g. 10 per cent) of the indistinguishable models. Such a model would clearly be less
parsimonious in nature tending to include additional covariates rather than miss potentially
important ones. Finally, for comparison in Table III, we present the 50 per cent consensus
model as well as the backward stepwise model for 25 simulations (design with interactions).
The backward stepwise models are obtained with a 0.1 cut-o� on p-values. The 50 per cent
consensus models are similar to those obtained by the backward stepwise procedure. However,
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the information provided by our approach, namely the number of the indistinguishable models,
shows that there are several alternative models to the backward stepwise model which are
equivalent and have the same predictive power. Moreover, note that our approach provides
the users with the �exibility to select a per cent level in accordance with their willingness to
miss variables rather than include extra ones. To summarize, our procedure provides a rich
summary of predictive ability enabling one to address a vast array of questions pertaining to
variable selection.

4. APPLICATION TO REAL DATA

In this section, we analyse data from the Health and Retirement Study (HRS) sponsored
by the National Institute of Aging (Grant number NIA U01AG09740) and conducted by
the University of Michigan. The HRS is a nationally representative longitudinal survey of
individuals and their spouse (regardless of age-eligibility). The survey contains extensive
information on sociodemographic, physical and emotional health, health behaviours, work and
retirement, income, health-insurance, cognitive ability and also subjective probabilities. The
data are available at http://hrsonline.isr.umich.edu/ upon registration. See the on-line
manual and Reference [15] for further details. The full data set comprises 26 728 observations
and 4140 variables per individual on four cohorts: Initial HRS cohort (born between 1931 and
1941), AHEAD cohort (born before 1924), CODA cohort (born between 1924 and 1930),
and WB cohort (born between 1942 and 1947). We will concentrate on the HRS cohort from
the RAND HRS Data (Version D) distribution, which followed individuals for six waves:
1992, 1994, 1996, 1998, 2000 and 2002.
The scienti�c question of interest is the impact of the study factors on the decision to

stop=continue smoking. We therefore limit our analyses to individuals that smoked at Wave
1 (1992) and, for consistency, we have chosen to work with individuals that have the
same spouse all along. Additional observations were dropped due to missing data issues.
Eight hundred and twenty-one individuals remained, each measured in all six waves.
The outcome variable of interest is the smoking status (SMOKE, 0=no, 1=yes) at each

wave. A subset of both time-dependent and time-independent potentially useful explanatory
variables were determined from previous literature on similar studies, e.g. References [16, 17].
These are: gender (GENDER: 0=male, 1= female), race (RACE: 1=white=caucasian,
0=other), education (EDYRS, in years), father education (FEDUC, in years), mother ed-
ucation (MEDUC, in years), age (AGE, in years), whether spouse smokes (SpSMOKE,
0=no, 1=yes), body mass index (BMI), spouse body mass index (SpBMI), whether vigorous
activity more than 3 times=week (VIGACT, 0=no, 1=yes), whether drinks any alcohol
(DRINK, 0=no, 1=yes), whether ever had high blood pressure (HIBP, 0=no, 1=yes),
whether ever had heart problems (HEARTH, 0=no, 1=yes) and self-reported health (SELFH,
5-level factor: 0=poor, 1= fair, 2=good, 3=very good, 4= excellent) for a total of p=14
dimensions and over 16 000 possible models. Note that SELFH is either included as a whole
or not, and the p-value used in the MCMC procedure is the one arising from a Wald test on
the entire contribution of the variable in the full model.
We �tted a logistic GEE model with exchangeable correlation structure and proceeded with

the cross-validation MCMC random search procedure with J =5000, M =50, Kc=657 (80 per
cent of the individuals), and c=− log(0:75). Results stemming from a 50 per cent consensus
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Table IV. Marginal frequencies of appearance within the 88 indistinguishable models.

GENDER RACE EDYRS AGE FEDUC MEDUC SpSMOKE

1.00 0.75 0.00 1.00 0.44 0.47 1.00

BMI SpBMI VIGACT DRINK HIBP HEARTH SELFH

1.00 0.48 1.00 0.42 0.47 1.00 0.57

model suggest that gender, race, age, spouse’s smoking status, body mass index, level of
vigorous activity, previous heart problems and both poor and self-reported health are signi�cant
predictors of smoking status. Without our cross-validation MCMC procedure available one
would likely use a z-test for variable selection. At the 5 per cent level, the resulting model
would exclude race and additionally include alcohol consumption and education as signi�cant
predictors. Our procedure, as summarized in Table IV, provides a great deal more information
and is likely more reliable than that of the z-test. For example, from the information contained
in Table IV one can quickly deduce any consensus model of interest. Furthermore, those
variables that always appear (e.g. GENDER) in the indistinguishable models are the most
important predictors of the response variable of interest, that is, smoking status.

5. CONCLUSIONS

In this paper, we propose a cross-validation Markov chain Monte Carlo procedure as a
general variable selection tool which avoids the need to visit all candidate models. This
proves particularly useful in the presence of many covariates. We adapt our approach to the
context of longitudinal data analysis, while emphasizing that it represents a general technique
for variable selection that can be applied whenever a loss function is available (e.g. a measure
of predictive ability). Several parameters (M , Kc, c, etc., see Section 2.2) allow the user to
tune di�erent aspects of the procedure, thereby providing a very �exible tool. Moreover, in
contrast to other available techniques, it generates a rich output: not simply a ‘best’ model,
but a collection of interesting models de�ned with the help of the estimated variability of the
optimality measure (e.g. according to the ‘one-standard error’ rule). The information conveyed
by this collection of models can be used in many ways; for example, to extract a ‘consensus’
model as de�ned in Section 3.
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